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Abstract. One of the most difficult requirements of database support
is to guarantee schema and instance update correctness. Engineering ap-
plications rely on this safeguard during product development. Thus it is
essential that a DBMS dynamically support schema modifications by al-
lowing on-line access to the schema, and providing automatic consistency
checking of objects as well as self-adaptive dynamic linking of new meth-
ods. Our paper addresses these issues by providing a set of formalized
procedures for defining and hence checking schema correctness. In that
context, we propose a core model for schema correctness management in
object-oriented databases.

1 Introduction

As organisations turn to object-oriented databases for complex applications,
they will find that some essential support-features are lacking. In particular,
many environments require some level of support for evolution, versioning, and
more generally ensuring correctness. For instance, many engineering areas have
an intrinsic need for design correctness. Testing and experimenting with difficult
designs is a major task in areas like CAD/CAM and software engineering. On
the other hand, versioning correctness is essential in areas where products have
to be customized to suit the need of prospective customers.

An important characteristic of these object-oriented applications is that the
schema, changes frequently. The schema is likely to undergo significant changes
in functional requirements (ie, to the application domain) and non-functional re-
quirements (eg, performance). When the schema is changed, schema and objects
may be inconsistent and programs incompatible. An ideal support for schema
correctness in an OODBMS is to allow changes in the class structure and be-
haviour without disturbing existing applications while preserving consistency.
In that context, changes would be propagated to the appropriate schema and
instances in a consistent and dynamic fashion.

What has so far been lacking is the definition of a consistent set of core
procedures to deal with database correctness issues. Although, research efforts
in schema evolution specifications in the last decade have been abundant [Zicari,



1991; Qian, 1996], none of the approaches we know of proposes a set of consistent
formal procedures that would be used as building blocks for the specification of
database correctness. This approach would have the major advantage in that it
provides a set of generic rules for the definition and modification of schemas and
instances. As a result, users are able to predict the database behaviour. More
importantly, the set of procedures provide a contract of understanding between
the parties involved in the design, maintenance and use of the database.

Currently, very few DBMSs provide a framework for schema correctness and
those that do, provide no framework for a formal specification of schema, cor-
rectness. Therefore no guarantees can be provided as to the functionality and
the legal/illegal states of the database. An ill-considered evolution might cause
the system to fail. Another problem with most DBMSs lies in the ambiguous or
unspecified relationship between a schema and its instances [Benatallah, 1996].
Therefore the need for a formal schema correctness would avoid ambiguities
among other benefits.

In this paper, we propose a formal core model for the use and maintenance of
schema correctness specifications. We use the formalism described in [Cardelli,
1988] and [Danforth and Tomlinson, 1988] as a framework for formal specifi-
cation. We consider the fundamental concepts of object-oriented approach like
object identity, inheritance and aggregation relationships. The Z notation [Spivey,
1992] is used as a tool for presenting the set of procedures for schema correct-
ness. This choice is motivated by the congruence of database requirements and
the foundations of the Z language: set theory and predicate calculus. It is our
belief that the use of the Z language is the natural choice for the reasons cited
above.

Related work is mainly in the area of schema evolution [Waller, 1991; Peters
and Ozsu, 1995]. Three main approaches to schema evolution are schema modi-
fication, schema versioning [Kim and Chou, 1988] and ones that are view-based.
In a schema modification approach, a schema evolution triggers a class definition
or inheritance link change. In that case, the new schema definition replaces the
old one. The conversion technique is used for instances adaptation. All existing
objects must be converted to objects fitting class definitions in the new schema.
The main drawback of this approach is the incompatibility of old programs with
respect to the new schema when conversion occurs.

In a schema versioning approach, schema evolution triggers the derivation
of new versions of classes or a schema. Classes and objects may have multiple
shapes. Therefore, old programs can continue to manipulate objects (old or new)
in the database using the old schema. Two types of techniques are considered for
instances adaptation: Object versioning and emulation. In the first technique, the
derivation of a new version of a class leads to the creation of a new version of each
object of the class that has been versioned. In the second, an object is associ-
ated with a particular version of a class. The representation of an object is never
restructured after its creation. The system is responsible for assuring access to
old and new objects by programs. In a view-based approach, the idea is to trans-
late a schema update to the creation of a view that reflects the semantic of this



update. An important functionality of a view mechanism is the customization
of object representations to the requirement of specific applications. It provides
an important functionality, like schema evolution transparency and simulation.
The integration of view capabilities in a schema evolution can extend its power,
in particular complex schema changes (e.g, merge of two classes) are better sup-
ported by exploiting view capabilities. However, views are by definition derived,
so this approach is not sufficient to support schema update requiring the addition
of new stored data to the database [Bertino, 1992].

Schema, correctness is more encompassing than schema evolution. Schema
correctness is about providing a guarantee for correctness regardless of whether
changes are made as part of evolution. Hence the requirements of schema correct-
ness are more general than the requirements for schema evolution. A constant
among approaches we are aware of is the lack of correctness support in the dif-
ferent phases of systems development and maintenance. This translates into the
lack of a set of core procedures that would help in setting road signs for the
formal specifications of correctness in object-oriented schema developments and
maintenance. We propose to fill this gap by providing a set of core procedures
that provides a flexible set of building blocks for designers and developers to use
to ensure database correctness.

The rest of this paper is organized as follows. In section 2, we provide a brief
synopsis of the specification language Z, and then use that notation to present the
core object-oriented model we are using in this paper. In section 3, we use this
model to formalize the database correctness. To illustrate our model, we also
consider few examples of schema transitions. We then make some concluding
remarks.

2 Core concepts

In this section we will introduce and define the core concepts of a minimal ob-
ject oriented database model. An object-oriented database consists of a schema
and an instance. The schema is a set of classes related by composition and in-
heritance relationships. A class consists of an interface and an implementation.
The interface contains public properties (i.e., attributes and methods). The im-
plementation contains private properties and method bodies. The instance is a
set of objects of schema classes. Application programs manipulate objects via
the interfaces defined in the schema. In a program, objects can be accessed and
manipulated only by interfaces of their classes.

The Z notation has been used to formalize a wide range of applications,
such as the Unix file system, reservation systems, telephone systems and the
CICS transaction processing system. The language was standardised in [Spivey,
1992]. The use of Z in a relational database context is presented in [Edmond,
1992]. Object-oriented extensions are reported in [Stepney et al., 1992]. Z is
based on typed set theory and predicate calculus. From that base are defined
the commonly-used discrete mathematics of relations, functions, sequences, and
so on. The unit of specification is the schema which is a named predicate that



constrains some aspect of the application domain. More complex statements,
again in the form of schemas, may be created using the schema calculus. A
typical Z specification consists essentially of a state schema, which is a static
description of the application domain; and a number of operation schemas each
of which shows a particular way in which that situation may change. Each change
is described in terms of (1) the preconditions existing before that change, and
(2) the postconditions that must apply after the change.

2.1 Basic sets
We begin by introducing some basic sets used in the paper:

BID] The set of basic values: the union of integer, string, boolean, etc.
Attribute] The set of all possible attributes.
CID] The set of all possible class identifiers.

ID) The set of all possible method identifiers.

ame]  The set of all possible names.

rogram] The set of all possible programs (for methods).
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2.2 es a a es

The set ype is a variant type that incorporates all simple and constructed type
names:

ype = nil bool int  oat
set ype ype
rec ype Attribute ype
ref ype CID

The specific values of the attributes of an object are provided by a record,
and a record is a mapping from names (attribute labels) to values.

The idea of what constitutes a value needs to be broad enough to cover
all the constructs that may be passed along with a message and/or represented
within the system. Thus it will need to encompass simple atomic values, records,
record types, sets, signatures and predicates. To make a system as open, flexible
and extensible as possible, we need to be able to refine, alter and extend every
feature of that system. However, Z deals only with typed sets, thus we cannot
construct a set that contains all these different kinds of values. What we must do
is to define a set that somehow brings all these values under the one umbrella .
We do this as follows:

alue = nil alue
bool alue Boolean
it alue Int
oat alue loat
set alue alue
record alue Attribute alue
rectype alue Attribute ype



This is a Z free type definition. Essentially, it provides a disjoint union of all
value domains. Each constituent of the union maps to a separate section of the
overall value space. A value is nil, or a boolean, or an integer, or a floating-point
number, or a set, or a record (a partial function ( ) mapping from names to
values), or a record type, and so on. The definition introduces an injection (one
to one mappings, represented as ) for each different kind of value:

bool alue : Boolean alue
int alue : Int alue
oat alue : loat alue
set alue: (  alue) alue
record alue : ( ame alue) alue
rectype alue : ( ame ype) alue

The range of any of the injections formed from the above free type definition con-
stitute the value space that corresponds to the component in question. For exam-
ple ran int alue is the set of values obtained from integers, and ran record alue
is the set of record values. Further, the ranges of all these injections are disjoint.
This concept of a value corresponds to the concept of an object identifier. We
may express this synonymity as follows:

OID alue

We will use both these terms, employing the one that is more expressive for the
given situation. Also, we will use a function to provide the set of values
associated with a given type:

ype alue

For example, (int) represents the set of integer values.

2. ects

Informally an object is a notion that combines identity, structure and behaviour.
Usually, the structure is considered to be embedded within the object itself, while
all the behavioural capabilities are delegated to its class. Thus, an object can be
characterized as:

Object
id : OID

class : CID

state : Attribute alue

It has three essential characteristics: its identity, its class and its state which is
a record that attaches a value, in the form of an object id, to each attribute of
the object, and is represented as a function state. The domain of this function
dom state is the set of attribute labels attached to the object. For a given object

, the following terms are important: the state component is a function, and its



domain dom  state, refers to the attributes of ; for any attribute A of , we
may refer to the value of that attribute as  state(A).

Any object may reference other objects. Such references are termed direct
when they (the id s of the other objects) appear directly somewhere within the
value of the object. The concept of direct reference may be characterized as a
relation:

_ref_: OID  OID

We may write ref to indicate that object  (directly) references object
and ref ( ) to represent the set of objects directly referenced by

Through its attributes, may directly reference another object in a variety
of ways. If A is an attribute of , then (1) A may simply be the id of some object;
(2) A may be a set of object id s; or (3) A may be a tuple (record) which contains

a reference. We may say that ref ( ) is the union of these three possibilities.
Transitive references may be captured by means of the expression:
ref ( )

The transitive closure of the relation ref, when used in conjunction with
represents all objects referenced by , whether directly or indirectly.

ect ¢ s e A set of objects is closed if and only if: (1) is finite; (2)
each object identifier is uni ue; and (3) for all objects within , all the objects
they reference are also within . This may be expressed formally as:

‘ closed :  Object

Object
closed
0: 0 1id
0: ref ( oid ) 0: 0id

The concept of closure is represented as a (finite) set closed of finite sets. Each
element of closed is a closed set of objects.

et s A method is a means of changing the internal state of an object. It
consists of a name, a signature and program code. The conventional explanation
of object behaviour is that, on receipt of a message consisting of a name and
some arguments, the matching method is sought, and the corresponding program
code is executed. The concepts of a signature and a method may be expressed
using the following schemas:

ignature ethod
Arguments : rec ype ignature
eply : ype body : rogram

The arguments of a signature are, schematically, in the form of a record type.
The reply is of arbitrary type. A method incorporates the concepts of a signature
and a body of (program) code.



2. asses

Informally, a class may be characterized as representing the set of all objects
that share the same behaviour, ie, that respond to exactly the same messages. A
class is also used as a repository for the shared methods and default information.

Class
id : CID

structure : Attribute ype
cando : ID ethod

Formally, a class is a triplet: id identifies (names) the class; structure maps each
attribute (label) to the associated type; and cando maps each method Id to a
method signature and body. It represents the set of methods defined on the class.

e ita ce A class lattice is an arrangement of classes into a subtype rela-
tionship.

attice
_isa_: CID CID
root : CID

root ranise dom isa
¢:domisa root isa ( ¢ )

Structurally, a lattice consists of a relationship between classes, and a distin-
guished class referred to as the root. The relationship between each subclass and
its superclass is captured by the isa relation. Its domain, written dom isa, is the
set of classes that are subclasses of some other class. Its range, written ran isa is
the set of classes that are the superclass of some other class. The (set) difference
between these two is the set of classes that are superclasses but not subclasses.
The class lattice invariant [Banerjee et al., 198 ] requires that (1) the lattice has
only one root node; and (2) the lattice is connected, in that the root is reachable,
through the isa relationship, from all subclasses.

t i A class ¢ is structurally a subtype of some other class d if all the
attributes of the latter are also attributes of the former.

_ _: Class Class

¢ d: Class ¢ d
dom d structure dom c structure
att : dom d structure
(¢ structure att) (d structure att)

All the attributes of d are also attributes of c. For all the attributes att that
they have in common, the domain of the type of att in ¢ is a subset of the
corresponding attribute in d



An individual method may be characterized as a subtype of another.
_  _: ethod ethod

fg: ethod f g
dom f Arguments dom g Arguments

arg : dom f Arguments
(g Arguments arg)  (f Arguments arg)

[ eply g eply

Both methods involve the same (input) arguments. For each argument arg, the
type in g is a structural subtype of that in f. Conversely, the reply argument of
f is a structural subtype of the reply of g.

In the context of a particular schema consisting of classes , a class ¢t is a
subclass of t if and only if (1) ¢ has all the attributes of ¢ and possibly more,
and (2) every method name m of t is also a method of ¢ and the signatures are
compliant.

_ _:Class Class

t t: t t
t t
m : dom ¢ cando
m domt cando
(t candom)  (t candom)

Cc e nd inst nce correctness

In this section, we give separate definitions of a database schema and a database
(instance). Then we define the relationship that must be maintained between
these two entities for a database to be in a correct state. Finally, we provide
some examples of changes to the schema that require complementary changes to
the database, and how schema-instance correctness is maintained.

A database schema is a set of classes subject to a lattice constraint:

___Database chema

attice
Class
c: cid
c: cid dom isa ranisa
cd:Class ¢ d cidisa did

The schema captures the following requirements for a set of classes to form a

schema: (1) is finite; (2) there is a root class as discussed above; (3) the class

identifiers are unique within ; ( ) all classes that are referenced within are in
; and (5) there is a partial ordering  among all classes of



An object database is a (finite) set of objects:

_ ObjectDB
Object

closed

In particular, the database forms a closed set, using the definition of closed
provided earlier.

iven a set of objects and a schema, how would we satisfy ourselves that
the database conforms to the schema We would expect that (1) every class
associated with an object in the database appears in the schema; and (2) the
state of the object, in terms of its attributes, matches the structure of the class
associated with the object.

___Interpretation
Database chema
ObjectDB

: Class Object

o0:
c:
o class cid
dom o state dom ¢ structure
cd:
c d (c) (d)
isa
(root)

The root class incorporates all the objects in the database. Indeed objects struc-
tures are inherited downwards. Objects that structurally include the class s struc-
ture are automatically inherited. Those objects that are created under some class
are automatically part of the model of the chain of all its superclasses. Therefore
an object is bound to one or more classes because of the set inclusion definition
of substructure.

ow we consider a few examples of changes which might result in schema-
instance inconsistency.

tti tet ec a e Suppose wehave a class Employee defined as follows:

Create class Employee(
personal :  ersonallnfo;
salary : Integer;
position :  tring;
code : Integer)

Suppose, now, that we need to change the type of an attribute. We want to
change the type of the code attribute from Integer to tring.



— ChangeAttribute ype
Database chema
¢ :CID
a : Attribute
t : ype
map : alue alue

ran map (t)

c: c cid

a  dom(c structure)
c: cid cid
¢ cando ¢ cando
¢ structure ¢ structure (a t)

c c
attice attice

Inputs to the operation are the class id ¢ (Employee), the attribute of that
class that is to change a (Code), the new type t ( tring), and a user-defined
function map that should map any value of the old type to one of the new type.
This mapping may be provided in extension or programmatically.

The predicate requires that all the results of the mapping are legitimate
values for the new type; and there is a class ¢ in the schema that has an attribute
o . As a post-condition, a new class ¢ is formed from c. It has the same id and
methods, and its structure is identical to that of ¢ except for attribute a which
has type t .

After this change, the value of code in all old objects of Employee must be
modified so as to be consistent with new definition of Employee. At the object
level, we have an operation upon the database that may be specified as follows:

_ ChangeAttribute alues

ObjectDB
¢ : CID
a : Attribute
map : alue alue
a : Object
a o: oclass ¢
a:a (astatea )  dommap
a : Object
a a:a ; a : Object
a id aid
a class a class
a state o state (o map (a statea ))
(a) a

The objects (a ) affected by the change are those in the database with class
¢ . For all of these objects, there is a mapping in map for its ¢ attribute. The



objects after the change a  are formed from those in o they have the same
object id and the same class. They also have the same internal state e cept for
attribute @ which now has a value obtained by applying the mapping function
to its old value (a state a ).

The complete shift involving both the schema and the database may be
represented as a schema built from these separate specifications:

Attribute ypeChange
Interpretation

ChangeAttribute ype

ChangeAttribute alues

tti te i ati Suppose that the class ersonallnfo was originally de-
fined as:

Create class ersonallnfo(
name : tring;

phone :  hone;
address : Address)

Suppose, now, that we need to move the name attribute from the ersonal-
Info class to the Employee class.

In this case, to preserve data associated with the name attribute after the
schema change, ersonallnfo and Employee objects that are connected using the
personal attribute must be modified together.

At the schema level, the change may be specified as follows:

__ oveAttributeDe nition

Database chema
src dst : CID
a : Attribute
da : Attribute

c
cid src did dst
a dom ¢ structure
a dom d structure
(d structureda ) ¢
¢ d : Class
id cid ¢ cando ¢ cando
id did d cando d cando
structure a ¢ structure
structure  d structure  (a (c structurea ))

( ed) ¢ d

a0 a0




The schema, specifies an operation upon the database schema. The inputs to the
operation are:

Class Id s sre¢ and dst which represent, respectively, the source and desti-
nation of the attribute ( ersonallnfo and Employee here).

The migrating attribute ¢ (name here).

The attribute da of dst in which there is a reference to the class src
(personal here).

The predicate requires of the operation that:

There are two classes ¢ and d in the schema to match sre¢ and dst .
The class ¢ has an attribute ¢ and the class d does not.

The class ¢ refers directly to the class d, that is, there is an attribute in ¢
that is of type d.

The operation must ensure that:

ew versions ¢ and d of these classes are formed appropriately.

The new schema  is then redefined in terms of the old.

At the object level, we expect some changes such as:

for each (o in Employee_e tend)
o name o personal name;

for each (0 in ersonallnfo)
delete 0 name;

More generally, such a change may be specified as follows:

There are two sets of objects, from and to that represent the objects to be
changed. The former identifies the objects that contain the attribute to be
moved. The latter is the set of objects that will be extended to include the
new attribute.

The sets from and to represent the after-versions of these objects.



__ oveAttribute alues

ObjectDB
src dst : CID
a : Attribute
da : Attribute

from from to to : Object
from 0: o class  src
from f i from; f : Object
fid fid f class f class
f state a f state
f
to 0: o class  dst
to t: to; t : Object; f : from
t id tid t class t class
t state tstate (a )
t

(from to) (from to)

Conc usion

We have presented a formal specification tool for determining the correctness
of object-oriented schema updates. To this end, a set of core formalized proce-
dures are provided. The correctness of database update is discussed using these
procedures. In this way, we provide a concise formalisation of both data defini-
tion (schema-level) and data manipulation (instance-level) database languages.
We believe that using this formalism will allow database administrators to keep
track of the database consistency and state.
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