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Abstract

Belief in the importance of business processes has triggered considerable interest in the workflow
systems that automate these processes. However, of the two competing management philosophies
that promulgate business processes, Business Process Reengineering proposes radical change, whereas
Continuous Process Improvement places much greater emphasis on adaptability. The former school
is somewhat discredited, whereas the latter school seems more likely to endure, thus making the
flexibility and evolution of workflows an issue of increasing importance. In this paper, we present a
programmable object-oriented metalevel framework which aims to reveal the processes of assembling
and coordinating the tasks that make up business processes. This is achieved by isolating four key
facets — state, behaviour, location and coordination. In particular, we open up the general process of
task coordination and specification, allowing for extensions in a planned way. By suitable manipulation
of coordination aspects, at the appropriate level, task structures may be modified in a way that
minimises the effect of change upon other aspects of the system.

1 Introduction

A business process is a related group of tasks that together create a result of value to a customer
(HAMMER 1996). A business process (BP) is typically associated with operational objectives and business
relationships, for example an Insurance Claims Process, or Engineering Development Process. It may
be wholly contained within a single organisational unit or may span several (WIMC 1995). Over the
last two decades, there has been an increased interest in business processes. Management philosophies
such as Business Process Reengineering (BPR) and Continuous Process Improvement (CPI) stimulated
organisations to become more aware of business processes. However, interest in these ideas is not just
theoretical. Economic growth, combined with increasing global competition, means that corporations
are expected to provide a broad range of products and services. This has led to an increase in the
supporting business processes. According to the CPI philosophy (DEMING 1986), every organisation
should strive, constantly and purposefully, towards improvement of product and service, with the aims
of becoming competitive, staying in business, and providing jobs. The BPR philosophy is more radical
(HAMMER & CHAMPY 1993). Current organisational structures are to be torn down and discarded as
the company is reprogrammed towards its goals. BPR places an emphasis on outcomes, not tasks; and



promotes the use of information technology as the means of driving the process, and thus achieving
goals more quickly. This advocacy of IT has led to a great deal of interest in the concepts of workflows
and workflow management.

A workflow is the automation of a business process, with documents, information or tasks being
passed from one participant to another for action, according to a set of procedural rules. Workflow
(WF) technology is designed for building process-centred application systems. A workflow management
system (WFMS) is a system that completely defines, manages and drives workflows by using software, the
order of execution of which is driven by a computer representation of the workflow logic (WIMC 1995).

The BPR approach has been criticised for the irreparable damage that could be caused to healthy
organisations (MUMFORD & HENDRICKS 1997). CPI suggests that once the basic organisational “for-
mulae” have been derived, then response to change is better achieved by continually developing a better
understanding of the process.

In many application domains, business processes are highly volatile. To meet the constraints and
opportunities posed by new technology, new markets, and new laws, businesses must constantly refine
their processes: unplanned deviations are the norm. The problem of evolution is twofold: it may be
that, because of organisational and functional adaptations of the BP model itself, the corresponding
workflow schema requires amending; but also, because of unplanned events or exceptional circumstances,
individual BPs may require changes and dynamic extensions. However, it is often either not possible
or not cost-effective to capture all valid task sequences in advance. In between fundamental redesigns,
organisations still need to adjust their business processes, and quickly adapt their software systems to
match. The importance of structural flexibility and system adaptability in workflow systems has become
increasingly apparent.

Ideally, process-centred applications should reflect changes of the BPs they support without delay.
Only if the BP to be supported is well-structured, may current WFMSs be used reliably. Current
WF technology handles well-defined sets of tasks, ones with fairly fixed execution sequences. It only
provides rudimentary support for dynamic structural changes and dynamic extensions of WFs. This
significantly limits its applicability. Workflow software is confronted with a twofold evolution problem:
to cope with the dynamics of business process remodelling, the software must have a generic structure
and flexible interfaces to adapt to the changes in workflow models; but also, the software components
that are responsible for individual business activities, and that often operate normally on heterogeneous
platforms, are subject to frequent updating.

The consistent and effective evolution of workflows is a basic step towards the adaptability and
flexibility that will be demanded of future workflow management systems: they must provide primitives
to allow the incremental modification of a workflow, without requiring that it be entirely rewritten; and
they must provide mechanisms to handle running instances of a workflow schema that is undergoing
modification (CASATI et al. 1998).

So, a WFMS must provide functions for dynamically adding or deleting tasks or for changing prede-
fined task sequences. However, changes must be controlled, and restrictions placed on change operators.
Such restrictions must be based on a WF model that has a proper theoretical basis. Generally, it must be
possible to add new tasks to a WF at any point of time during its execution, to work on an inserted task
concurrently to other tasks, to synchronise the execution of an inserted task with those of other tasks,
to insert tasks into WF regions that have not yet been entered, to dynamically map the parameters of
the inserted task to existing or to newly generated data elements, and so on (HAN et al. 1996).

Reflection has been employed as a means of constructing flexible and extensible computer systems -



ones that can evolve and adapt to changing circumstances and expectations (MAES 1988). Applications
include knowledge-base systems that can successfully answer self-imposed questions relating to their
performance.

In this paper, we hope to demonstrate how the reflective techniques may be applied to workflow
systems, and how they may be made more adaptable as a result. We begin by presenting some basic
workflow concepts, and how these are used in a particular notation called task structures; then we present
a reflective framework known as RO , and how that model may be used to enable modifications to the
task structures used to represent a workflow; finally, we discuss some related work and our future work.

nti or o conc ¢t

Specifying workflows involves a number of issues. The workflow engineer must consider, at least:

The properties of tasks, such as compensatability (i.e. can the result of the task be undone),
pre- and postconditions (which might involve complex time aspects), redo-ability (can a task be
redone) etc.

The information flows between tasks and information of a more persistent nature (e.g. external
databases).

The e ecution dependencies between tasks (also referred to as control flow). These dependencies
can be based on conditions (value based or failure successful) or temporal, parallel sequential etc.

The capacities of tasks, for example, storage, throughput, or the number of active instances.

Generally speaking, workflow specifications need not pay attention to task functionality as focus is on
the coordination of tasks. Any conceptual workflow specification language should at least be capable
of capturing moments of choice, sequential composition, parallel execution, and synchroni ation. ask
structures were introduced by BoTs (1989) to describe and analy e problem-solving processes by mod-
elling their task dependencies. In (W1 ERS & HEI ES 199 , W1 ERS et al. 1992) they were extended and
used as a meta-process modelling technique for describing the strategies used by experienced informa-
tion engineers. In (HOFSTEDE & IEU AND 1993) they were extended again and a formal semantics
in terms of Process Algebra was given (BAETEN & WEI AND 199 ).

Task structures are far more expressive than typical state-of-the-art workflow tools, such as IBM s
FlowMark, and may be viewed as a core language for workflow specification (HOFSTEDE et al. 1998).
They are comparable in terms of expressive power to other proposals for conceptual workflow languages
such as (CASATI et al. 1995). BARROS et al. (1997) and BARROS & HOFSTEDE (1997) extend Task
Structures with concepts for messaging, temporal behaviour, nested transactions, complex decisions
and aborts; they then apply these concepts in a large case study.

As a simple example of a task structure, consider Figure 1, in which the main concepts of task
structures are graphically represented. The example is taken from (CASATI et al. 1998), and represents
an assembly line for desktop computers. Construction begins by preparing a cabinet, which may be either
a tower or a minitower. At the same time, the motherboard is prepared, after which, the CP  and then
the disk controller are inserted. When both cabinet and motherboard are ready, the motherboard is
inserted in the cabinet and then step by step all other components are added. After the FDD is inserted,
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Figure 1: Main task for desktop assembly line

a CD-ROM is added if the cabinet is a tower. The assembly ends with the insertion of a hard drive and
video ram.

In a workflow context, tasks are basic work units that collectively achieve a certain goal. A task can
be defined in terms of other tasks, referred to as its subtasks. This decomposition may be performed
repeatedly until a desired level of detail has been reached. Tasks with the same name have the same
decomposition. Performing a task may involve choices between subtasks, decisions represent these mo-
ments of choice. Decisions coordinate the execution of tasks. Two kinds of decisions are distinguished,
terminating and non terminating decisions. A decision that is terminating, may lead to termination
of the execution path of that decision. If this execution path is the only active execution path of the
supertask, the supertask terminates as well.

riggers, graphically represented as arrows, model sequential order. In figure 1, the task with name
nsert can start after termination of the top task named repare motherboard. nitial items are
those tasks or decisions, that have to be performed first as part of the execution of a task that has a



decomposition. Due to iterative structures, it may not always be clear which task objects are initial.
Therefore, this has to be indicated explicitly. In Figure 1, tasks 1 and ¢2 are initial. Finally, synchro
nisers deal with explicit synchronisation. In Figure 1, the task named [ug motherboard can only start
when the tasks with names et cabinet and nsert disk controller have terminated.

ctin ont tructur

In developing an information system of any degree of complexity, we need to be able to work with
abstractions that express, naturally and directly, different system aspects. Then we can combine these
into a final implementation. Such ideas can benefit tremendously from techniques found in reflection
(MAES 1988) and metaob ect protocols ( 1C A ES et al. 1991, PAEPCKE 199 ), in particular. A metaob-
ject protocol (MOP) is a supplemental interface to a conventional object model. It provides users with
the ability to incrementally modify and evolve the behaviour and implementations of objects, in a way
akin to changing a programming language s underlying object model.

The idea behind reflection is to capture some aspect of an application, and to reify that aspect in
the form of a suitable data structure. That structure may then be used as the basis for some metalevel
investigation and computation, with any changes to the data structure being reflected back down to the
original computational process.

A metaobject protocol uses object-oriented programming to provide better control of scope and ex-
tensibility than was possible with previous non-reflective architectures. Every aspect of a language s
mapping down onto the base-level substrate, i.e., its compile-time and run-time environments, is con-
trolled by some object or class following a well-defined protocol ( 1C A ES 1996). These objects and
classes are called metaobjects and metaclasses respectively. Programmers can specialise these metaob-
jects to adjust specific aspects of the language implementation.

The concepts behind metaobject protocols may be usefully transferred to workflow systems. Activities
such as extending or evolving a workflow, which might otherwise be carried out in an ad-hoc manner
up to now, can be performed more simply and more coherently using metalevel facilities. Metaobjects
are used to reify task structures and provide them with an execution environment that implements
operations on them such as adding new tasks, making a certain task an initial task, and so on.

The RO framework (EDMOND et al. 1995) provides ways for workflow programmers to deal conveniently
with the relevant aspects of the overall information infrastructure. Each object in the RO environ-
ment is managed by a set of four specialised metaob ects. The combination of these four metaobjects
in a computational process captures application and operational knowledge, and allows task-oriented
activities to be monitored:

The and metaobjects aim to provide specifications of objects within the same domain,
which may relate to the application itself, or to some more system-related domain.

The and metaobjects provide descriptions of the runtime environment in which the
application objects may operate, and the placement of the application objects, in the form of
mappings from conceptual entities to physical databases.



Many application objects may share the same metaobject if, for example, they all have the same basic
structure and behaviour.

A metaobject knows the structure of any associated object, naming each attribute and speci-
fying its type. In Figure 2, an example of the metaobject for a collection of simple bank account
objects is shown.

Figure 2: The metaobject for an account

This metaobject has four attributes:

, which allows us to name a description of an account object.

The description is in the form of a record type, and is provided by the attribute. This
attribute declares that an account object will have five attributes cc d, ame, al, in ol and
ssets. The in al attribute represents the minimum balance since the last time interest was

paid.
The expresses any condition that must be true of the object s state at all times.
expresses a condition that must be true on the instantiation of an object with this
state.
The second RO metaobject is referred to as the metaobject, and it knows about the behaviour

of any associated object it knows what an object can do. This object may also be associated with a
number of domain objects, all of which share the same (outward) behaviour. The metaobject has two
attributes:

A attribute which allows us to label the behaviour.

A function-valued attribute , which describes each individual activity, permitted to or by
the domain object. These activities are described in terms of:

The input arguments.

Any reply that might be forthcoming.

Pre- and post-conditions.

The third RO metaobject, referred to as the metaobject, knows about the location of attributes,
and has procedural knowledge of the methods of an object:



The attribute enables RO to link the “implementation” described by this particular
metaobject to some preexisting specification.

The attribute names any attribute or attributes that may be used, within this context, to
distinguish one object from another. In the context, it is the account Id.
The attribute indicates how each attribute of the associated application object is materi-

alised. This reification is accomplished by surrogate objects. These metalevel objects have specific
knowledge of the location of data. It is a form of symbol table (which parallels the Object aming
Service in CORBA (OMG 1995)), mapping each symbol found in pre- and post-condition code to
an object that knows about the symbol. Any activity relating to the symbol is forwarded to its
surrogate object and executes on its corresponding component database system.

The attribute contains, for each operation, procedural descriptions of how that operation s
preconditions are to be checked. The preconditions will be broken into constituent parts and the
appropriate surrogate will handle each part.

The attribute contains, for each method, procedural descriptions of how the post-conditions
associated with an operation are to be effected. Again, the attribute is used to determine
the responsibility of each surrogate in effecting the post-condition.

The attribute contains compiled code. The corresponding source code is constructed from
the , and attributes. This code is then compiled and stored here. When
executing, it intercedes between the associated metaobject, acting on behalf of an application

program requesting an account object, and the surrogate objects that deliver its constituent parts.

The final RO metaobject, referred to as the metaobject, knows about the activity in which some
group of objects is involved. It is a task-oriented object that monitors the activities of the collection of
objects that constitute its domain.

Figure 3: The metaobject for assembling a PC

The metaobject captures the essence of the process in which a base-level object is involved. It
describes the task(s) in which a group of possibly heterogeneous of objects are involved. In this particular
example, tasks t1, ¢2 and ¢3 have completed, task ¢ is scheduled to begin, and task t1 has signalled to
synchroniser ¢5 that it has completed. The attribute records the scheduled task instances.
It is a bag (multiset) because, arising from the possibly iterative nature of a task structure, there may
be multiple instances of the same task object.

The RO run-time system routes client requests via the metaobject support infrastructure to target
objects. A typical application may involve interactions with a variety of local and remote objects, but
the support metaobjects make interactions with distributed objects identical to those with local objects.



The metaobject incorporates a task object. This main task, itself represented as an object, may be
a task structure or an atomic task. If the task is a structure, then it will contain other task objects -
which may be either composite or atomic. Figure shows the task structure for the task object used
by the metaobject of Figure 3.

Figure : A task structure object for assembling PCs

This task object is an encoding of the task structure shown in Figure 1. Individual tasks are repre-
sented by task identifiers, for example, t1 ¢2. These identifiers are required because, in a given task
structure, the same component task may be used in a number of places in the structure, in the same
way that a function may be used in various places throughout a program. Most of the attributes of this
object are self-explanatory. The and attributes contain conditions that, respectively, must be
true upon entry to, and exit from the task structure.

Some questions need to be asked with regard to the use of the RO model, and particularly how the
model may be used to bring adaptability and extensibility to workflow systems. How, for example, can

task schema evolution be specified or described This is answered by examining the metaobject for
a task structure, because each task object will have its own RO metaobjects. The metaobject for
the ssemble task structure is shown in Figure 5.

The kinds of changes that may be made to a task object, as distinct from how these changes are
programmed, are described in this metaobject. Operations that it specifies include:

Reduce nitial tems whereby what is currently an initial task is removed from the

attribute. Before the operation goes ahead, there must be more than one initial task, otherwise,
when the operation terminates, the task structure will have no way of being started. The convention
used in the post-condition, is that the “after” version of an attribute is primed.

Remove ask whereby a task is removed, and any preceding and succeeding tasks are connected
up in the revised version of the attribute. Domain ( ) and range ( ) subtraction are
used to signify that the task ¢sk should no longer appear in any trigger.

Instance evolution may be viewed through the metaobject and its own metaobjects. The
metaobject represents the essential aspects of a workflow instance. It incorporates the schema that will
drive the workflow, and it records the state of the execution of that instance.



Figure 5: The metaobject for a task

The metaobject merely provides a structural description of the metaobject. The

metaobject specifies the operations that may be performed upon an metaobject  es-

sentially, specifying the rules governing the execution of that instance such as those concerning the
commencement of a subtask, the completion of a subtask, and so on, as shown in Figure 6.

Figure 6: The metaobject for a task

The metaobject describes the location of the instance. Operations upon this object would
allow, for example, the instance to be migrated.



The metaobject could be used for a number of purposes. It could be used, for example, as
a way of monitoring the behaviour of all the instances of a workflow schema. This would allow uniform
treatment of all the instances under a schema that is being subjected to change. Operations upon this
kind of object would allow these instances to be adjusted or deleted.

Thus the orthogonality achieved by isolating four key facets state, behaviour, location and coordi-
nation opens up the process of task coordination and specification, allowing for extensions in a explicit
and clearly-specified way. By suitable manipulation of coordination aspects, at the appropriate level,
task structures may be modified in a way that minimises the effect of change upon other aspects of the
system.

td or nd concu ion

REICHERT & DADAM (1997) present a conceptual and operational framework that supports ad hoc
changes and extensions to individual workflows, rather than the evolution of a workflow schema. From
this model, a complete and minimal set of consistent and correct change operations has been developed.
These operations support users in modifying the structure of WFs at runtime, while preserving their
correctness and consistency. The model is a compromise: the expressive power of its WF model has been
sacrificed to cope with the complexity of the algorithms required for model checking.

CasATI et al. (1998) address the problems of both static and dynamic workflow evolution. They define
a complete, minimal and consistent set of modification primitives that allow alterations to the flow of a
process. Policies for managing evolution are also presented. They deal with workflow instances that are
running when the corresponding schema is modified, defining in particular the constraints that these
instances have to meet in order to continue their execution according to the modified model. These
primitives and policies could be supported by our framework.

BORGHOFF et al. (1997) provide an initial step towards the use of reflective agents for the consistent
adaptation of workflows. These agents have a representation of their own capabilities and plans. By
altering these, the execution of a workflow may be altered. We take this process somewhat further and
provide a more comprehensive coverage.

In this paper, we have discussed:

A metalevel architecture that allows an appropriate abstraction of evolution in workflow systems.

A set of rules governing the evolution of a workflow specification, and for the adaptation of a
corresponding workflow instance.

These allow the rigorous evolution of accurate and reliable workflow systems, and hence, of the corre-
sponding business processes. We intend to develop a complete and consistent set of rules for workflow
evolution and to incorporate these in a prototype.
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