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Abstract. There are a number of commonly-used Z operations that may be paired off. Such
pairings include (1) the domain and range operations, (2) domain and range restriction, and
(3) domain and range anti-restriction. Not only are the operations within each pair very
closely related in terms of what they do, they also give rise to a number of very similar laws.
Ockham’s razor (or the Law of Parsimony) suggests that we should try to avoid unnecessary
duplication. This may be achieved in the way shown in the paper. Furthermore, we can use
this approach to make specifications more immediately readable.

1 Introduction

Z is a specification language based on typed set theory and predicate calculus [Hay93, Spi92]. A set,
in Z terms, is a homogeneous collection. The notation also caters for heterogeneous collections, and
there are two ways of constructing or specifying these — tuples and bindings (or records). A tuple is
an ordered collection of possibly different things, and a record is a labelled collection. For historical
reasons, tuples are the conventional mathematical expression of a heterogeneous collection. Hence,
there is a bias in in Z towards the use of tuples.

The concept of a binary relation is of central importance, allowing us to collect and state facts
concerning entities of interest within the application domain. A relation is represented as a set of
ordered pairs. The crucial role played by the relation is evidenced by the number of operations
associated with it. These are, briefly:

domain, range, composition, restriction, anti-restriction, inversion, image, and closure

This paper argues that these may be reduced and simplified. Moreover, their removal or amal-
gamation may lead to less cryptic specifications, and a reduction in the number of associated
laws.

2 Heterogeneous objects

A heterogeneous object is a composite object, the components of which are either (1) of different
kinds, or (2) of the same kind but playing different roles. There are two ways of defining such an
object.

The conventional mathematical approach is to use the Cartesian product operator. For example,
if we want to say that a person is an object consisting of a name, an age, a gender and a set of
sports, then we might declare it as follows:

person : Name x N x Gender x P Sport

So, a person is a quadruple or 4-tuple. In general an object created using the product operator is
an ordered structure. This is demonstrated in the way in which we construct a tuple:

person = (Bill, 21, M, {tennis, golf })

The conventional computing approach is to label the components involved. We might first define
a record type:



2 Davib EDMOND

PersonRecord

Id : Name

Age: N

Gender : Gender
Plays : P Sport

We may then declare an object to be an individual of this type:
person : PersonRecord

There is no simple way in Z of constructing such an object, that is, no way corresponding to the
use of round brackets enclosing an ordered list to construct a tuple. In this paper, we will adopt
the convention that the record type name followed by an appropriate tuple constructs an instance
of the given type, for example:

PersonRecord(Bill, 21, M, {tennis, golf})

The components of the record above have their values taken from the tuple that follows the type
name.

3 Relationships

3.1 Projection

A relationship is a set of heterogeneous objects. The domain and range of a relationship constitute
two distinct names for what is, essentially, a single concept — that of projecting the objects that
participate in the relationship.

To provide concrete examples for discussion, consider a small suburban bank (adapted from
[Edm92]). Four observations are made:

. There is a set of tellers open for business.

. Some tellers are busy serving customers.

. There is a queue of people waiting for service.
. There is another set of people in the bank.

o N =

__ Bank

open : P Teller

busy : Teller = Person
queue : seq Person
others : P Person

dom busy C open

ran busy N ran queue = {}

ran queue N others = {}

ran busy N others = {}

#(dom queue) = #(ran queue)

The schema predicate requires that:

1. Every busy teller is open.
. No customer is both being served and in the queue.
3. Nobody is in the queue and among the others.

[\S]
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4. Nobody is being served and among the others.
5. A person can only appear once in the queue.

As may be seen, the predicate makes extensive use of the dom and ran operators to describe the
ways in which the four observations overlap, or do not overlap, one another. Yet, the explanation
is surely necessary. If we do not replace, for example, dom busy by “the set of busy tellers” then
we would fail to understand what the first condition requires of the bank.

3.2 Two problems
There are two difficulties with the use of the domain and range operators in the Bank schema:

1. What is, essentially, the same kind of operation is given two different names, depending upon
whether it is being used on the “left-hand side” of the relationship in which case the dom
version is used, or whether it is being used on the “right-hand side” in which case, the ran
version is used.

2. In neither the dom nor the ran usage do we get a clear and immediate idea or picture of what
is implied.

What can be done? The first constraint requires that:
dom busy C open
which we interpret as:

Every busy teller is open.

We do so because the dom operator when applied to the busy set specifies the set of tellers involved
in the busy relationship. Perhaps, instead, if we had a generalised projection operator, say o, we
could write:

busyo Teller C open

There are difficulties with this use of the operator. The busy function, as declared, is merely a set
of ordered pairs. There is no “Teller” component of any such pair. The ordering of a pair (¢, p)
indicates that t is a teller.

We could define a record type:

busyRT

Teller : Teller
Customer : Person

Now we could declare the relationship as:
busy : P busyRT

We would then need to include the functional dependency as an additional constraint in the Bank
state invariant:

F#busyo Teller = #busy

The number of busy tellers is the same as the number of busy (teller,customer) pairs, that is, a
busy teller will be serving only one customer.

This seems to be an unacceptable complication of the original description. Perhaps we can keep
the original declaration and infer an implicit record type. Thus the declaration:

busy : Teller -~ Person
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not only defines busy to be an ordered set of pairs but also a set of records. The attribute names
will be taken from the types involved.
An alternative is to allow the user to provide attribute or role names as an option:

busy : [Tellerld :] Teller »~ [Customer :] Person

The role names are prefixed to the type names in the way in which they would be in an explicit
record type definition such as:

busyRT

Tellerld : Teller
Customer : Person

With the above implicit declaration, we could refer to busy¢ Tellerld as the set of busy tellers,
and busyo Customer as the set of people being served.

It seems sensible to have a notation that, effectively, allows either approach to heterogeneous
objects. We should be able to treat such an object as either a tuple (ie, an ordered object), or as
a record (ie, an object with labelled components). The definition, construction and manipulation
may be accomplished with whatever of these two approaches seems more natural to the operation
involved.

3.3 The bank revisited
With this single projection operator, the Bank schema may be rewritten as:

__ Bank

open : P Teller

busy : Teller = Person
queue : seq Person
others : P Person

busyo Teller C open

busyo Person N queueo Person = {}
queueo Person N others = {}

busyo Person N others = {}
#(queueoN) = #(queueo Person)

In Z, a sequence is represented as a partial function from the natural numbers to whatever type
of object is involved. So the queue declaration is equivalent to:

queue : N -» Person

Hence the last line of the predicate.

4 Some formalities

In this section, we examine how such a projection operator may be defined and some of the laws
that result.
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4.1 A formal definition

We begin by looking at how the dom operator is defined. This is an operator that may be applied
to a set of pairs. It “returns” the left-hand or first component of each pair.

—[X, Y]
dom: (X Y)->PX

VR: X < Ye
domR={z:X | Jy:Y e (z,y) € R}

Given a relation R between two types X and Y, the domain of such a relationship is the set of
elements of X that are related to some element y of ¥ through R. The definition is generic, and
is parameterised over the types X and Y. This is indicated by their appearance at the top of the
“box”. The ran operator may be defined in a similar way.

The projection operator ¢ is defined in terms of its effect on a set of records of some type RT.
The parameterisation is indicated in a way that is not standard Z. It indicates that the parameter
is a record type RT that has an attribute z of type X and, possibly, other anonymous attributes.

—RT[z:X; ...]
_oz:PRT -PX

VRel :PRT o
Relox = {R: Rel @ R.z}

The z projection of a relation Rel is the set formed from the z-components of the records R in the
relationship Rel.

4.2 Laws of projection

In [Spi92], ten laws are given for the domain and range operators. They are, effectively dual laws.
For each law regarding use of the domain operator, there is a corresponding law covering use of
the range operator. Suppose we are given:

RT ==[z:X; ...]
and
R,S:P(X xY)

Rel : PRT
t: X

Group 1: The first two laws are:

l.z€domR& (Jy:Y e (z,y) €R)
An object z of type X is in the domain of a relationship R if and only if there is an object y
of type Y to which it is related through R.

2. yeranR< (3z: X o (z,y) €ER)
There is an almost identical law for the ran operator.

These may be replaced by a single projection law:
t € Relor < (AR : Rel e R.x = t) (P1)

A term ¢ is in the z projection of a relation Rel if and only if there exists a record R in Rel that
has its z attribute equal to .
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Group 2: The next two laws concern the effect of using the dom and ran operators on sets
specified in extension.

3. dom{(xl,yl),_. ,(:tn,yn)} = {$17" '7$7L}
4. ran{(z1,91), - (Tn, Yn)} = {¥1,-- -, Yn}

These may be replaced by:
{RT(z1,.-.)s--- , RT(2y,...}ox ={21,..., 2} (P2)

Group 3: The next two laws concern the use of dom and ran on the union of two relationships:

5. dom(RUS) = dom RU dom S
6. ran(RUS) = ran RUran S

These become:
P3 (RelU Sel)ox = Relox U Selox (P3)

The two relations Rel and Sel will need to be union-compatible.

Group 4: The next two concern the use of dom and ran on the intersection of two relationships:

7. dom(RNS) C (dom R) N (dom S)
8. ran(RNS) C (ran R) N (ran S)

These become:
P4 (Reln Sel)ox C (Relox) N (Selox) (P4)

Again, the two relations Rel and Sel will need to be intersection-compatible.

Group 5: The final two laws state that both the domain and range of an empty set are themselves
empty sets.

9. dom@ =@
10. ran@ = @

These become:

P5 ooz =0 (P5)

5 Other operations

In this section, we examine other operations that may be viewed as variants of projection. The
discussion assumes the following declarations:

R:P(X x Y)
S, V:PX
T, W:PY

We also assume the following record type is associated with R:

[z:X; y:Y]
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5.1 Restriction
Suppose we denote restriction, in a generalised form, as:
RV S
It has been written in this way to indicate that it is the z-restriction, and would usually written as
S < R In a similar manner, we might write Rt> T as R ¥ T. This indicates a form of y-restriction.

Group 1: Two related laws regarding restriction are:

dom (S < R) = SN (dom R)
ran(R>T)=(ranR)N T

These laws, when translated to the new form become:
(R v S)ox = SN (Rox)
(RV T)oy = (Roy)N T

Their duality is clearly revealed.

Group 2: Two further laws are:

S<I(VaAQR)=(SNV)<R
(R>T)> W=Rp (TNnW)

These may be rewritten as:
(RVV)VS=RV(SNYV)
(RVT)VW =RV(TNW)

Another law is:
(S<R>T=S<(R>T)

This now becomes:

(RVS)YT=(RYT)VS

5.2 Anti-restriction

Clearly, anti-restriction is also an operation that is specialised to the domain or the range side.
Suppose we denote a general form of anti-restriction as:

RVS
We maintain it as an infix operator but always place the relation before the restricting set. The
range anti-restriction will be expressed as R v T

Group 1: The laws in this group are:

S<9IR(X\S)<R
ReT=Rp>(Y\T)

These may be rewritten, respectively, as:

R¥YS=RV(X\S)
RYT=TV(Y\T)
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Group 2: Two further laws are:

(S<KR)U(S<9R)=R
(R>T)UReT)=R

These become:
(RVS)U(RVS)=R
(RVT)U(RYT)=T

6 Summary

The relational model, from database theory, offers relational algebra as a collection of operations
suitable for manipulating generalised (n-ary) relations. The domain and range operators are com-
bined into a single project operation. Given the relationship:

busy : Teller -~ Person
and an implicit record type:

busy : P[teller : Teller; cust : Person)
The domain and range would be:

Tteller (busy) T cust ( busy)

This is not a very attractive notation, especially when there is a list of attributes to be projected.
It certainly offers no advantage over current Z usage. Relational algebra does, however, provide a
rich collection of laws that allow query transformation and hence query optimisation. For example,
there is a law [EN94]:

’ITL(AQB) :’ITL(A)QWL(B)

Since projection () is a more “expensive” operation than set intersection, a query expressed in
the right-hand form may be advantageously rewritten in the left-hand form. When translated into
the notation of this paper, the law becomes:

(ANB)oL=(AoL)N(BoL)
and then into the more familiar law:
dom (AN B) = (dom A) N (dom B)

Valentine [Val95] makes a case for “equal rights for schemas” by suggesting that schemas are
not sufficiently integrated into the mathematical language of Z. He proposes that the schema types
and Cartesian products be brought together in such a way that the Cartesian product is regarded
as a special form of schema. The component names would be #1 and so on. So that:

dom busy = busy.#1
ran busy = busy.#2

This approach does not seem to add anything in terms of making the notation more readable.

In this paper, it has been suggested that the two ways of defining heterogeneous collections in
Z have not been fully resolved. There is a bias towards the conventional Cartesian product and
tuples. This leads to an unnecessary proliferation in the number of laws concerning operations that
are forms of projection. Ockham’s razor (or the Law of Parsimony) suggests that we should try to
avoid unnecessary duplication. This may be achieved in the way shown in the paper. Furthermore,
by paying particular attention to the way that we label the constituents of a composite object, we
can make specifications more immediately readable and less susceptible to errors of interpretation.

This paper should not be seen as criticism of Z, merely an invitation to consider some questions
regarding the lack of uniformity in the treatment of composite or heterogeneous objects.
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