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Abstract

This paper introduces the R-OK (Reflective Object
Knowledge) Model. Using this model, a new information
system may be constructed by interconnecting pre-existing
systems. The process is enabled by the introduction of
a layer of metalevel software that surrounds each local
DBMS, and which knows a system's capabilities and func-
tionality. An object-oriented approach is taken to the de-
scription of the metal evel with theintroduction of a group of
special reflective objectsthat are used to describe and mon-
itor every domain object in the system. Metaobjects allow
the specification and implementation of a newmy composed
system to be intertwined. In this way a newly composed
information system can draw upon the functionality of al-
ready existing systems.

1 Introduction

The power of any data or knowledge modelling system
does not only depend upon the immediate properties of its
representational structures but also on how well it may rep-
resent and reason about itsown structuresand functionality.
The capahility of self-representationis known asreflection,
and has been particularly successful in object-oriented set-
tings. There, it has been employed as a novel methodol-
ogy for constructing flexible, large-scale complex systems
such as programming languages [11, 12], [10], [19], [13],
providing the next generation of operating systems with
open-ended and self-extending facilities [22, 23] operating
systems, and window systems[15].

Reflectionisalso of usein devel oping knowledge-based
systems. The major characteristics of such systems are:

e The clear separation of domain knowledge from con-
trol knowledge[6].

e The explicit representation of that knowledge.

Domain knowledge is what a system knows of its problem
domain, andisencoded within the application system. Con-
trol knowledge is how that knowledge is or should be ap-
plied, and isencoded inthe metalevel. The KADS method-
ology [3, 1, 21] emphasisesthe importance and complexity
of thiskind of knowledge by further refining three forms of
control knowledge.

Not only doesreflection help in representing domain se-
mantics it can also be used to provide the means to alter
the dynamic, run-time behaviour of a language. For ex-
ample, the reflective language 3-KRS [11, 12] provides a
meta-object per object. This meta-object is used to control

the execution of messagesthat are sent to itsreferent object
by dispatching an appropriate method. This facility can
be used in situations where two objects originating from
the same class may need to respond differently to the same
message. CLOS [9] is another object-oriented language
that provides self-describing facilitieswhereby acollection
of classes, the meta-object classes, represent all the major
building-blocks of the language. The CLOS meta-object
classes constitute the core facilities of its meta-object pro-
tocol (MOP) which can be used to describe operations and
interactions among instances of its meta-object classes in
away that allow extensions or modifications of the CLOS
implementation.

In this paper, we are concerned with the use of reflec-
tion for distributed object management. We believe that
reflectionis of particular benefit to multi-database systems
comprising distributed objects. Many tasks, carried out in
an otherwise ad-hoc manner, can be performed in a more
consistent and cohesive manner by using a distributed ob-
ject manager employing reflective data modelling facili-
ties. These tasks include transaction scheduling, method
dispatching to remote aobjects, object synthesis and com-
position, object migration (especially beneficia for mobile
computing purposes [22]), object homonization (transa-
tion facilities for systems comprising heterogeneous data
resources), distributed object implementation policies, etc.
The prime purpose of the common object model employed
by a distributed object management system is to provide
metalevel facilities for the efficient representation and im-
plementation of such reflective tasks.

We propose a reflective model for distributed object
management systems, one which provides interoperabil-
ity by coordinating access to autonomous interconnected
knowledge/data-based sources and application programs.
Within this model, every object has access to four metaob-
jects which, together, carry out the tasks discussed above.
The term metaobject is used only to indicate the relation
of such an object to the object it describes. A metaobject is
just another object, with structure, behaviour, distribution
and activity. However, it too has access to descriptions of
itself. The group of metaobjects surrounding each object
can be viewed as a machine which can be optimized and
tailored for that specific object.

The paper has the following structure: in section 2, we
examine two quite different applications of the principles
behind reflection. In section 3, we introduce the R-OK
model informally, by means of an explanatory example of
itsuse. In section 4, we use the model to describe itself.
Finally, section 5 outlines our conclusions.



2 Related work

Inthis section, we briefly outline KADS and CLOS , two
quite different approachesto reflection, both of which have
influenced our model.

21 KADS and REFLECT

KADS (Knowledge Analysis and Design Support) is a
methodol ogy for the devel opment of knowledge-based sys-
tems (KBS) [4, 21]. At the centre of KADS is the model
of expertise. In this, there are four layers, each layer rep-
resenting a certain kind of knowledge. At the lowest level
isdomain knowledge, consisting of knowledgethat is spe-
cific to the domain of the application. It is a theory of the
domain written in a style that is independent of the par-
ticular manner of its use. The next three layers all involve
contr ol knowledge, and thefirst of these containsinference
knowledge in the form of a number of inference structures
which are graphs that embed the basic inferences to made
regarding the domain theory. The next layer contains task
knowledge describing how elementary inferences can be
combined to achieve a certain goal. In KADS , tasks are
specified in a procedural way (eg, in the form of structured
English) A task is afixed strategy for achieving

that goal. It can be thought of as one particular way of
navigating an inference structure. The topmost layer, and
the third layer of control, involves strategic knowledge
which specifies the goalsthat are rel evant to the solution of
a particular problem (the previous layer determines how a
goa may be achieved by using the task knowledge). The
strategic knowledge must also cater for the failure of the
tasks to produce a solution, and suggest a new approach or
provide further information. Thus this layer monitors the
execution of tasks.

Strategic
Knowledge w
Task
Knowledge
Inference
Knowledge
Domain J
Knowledge

Figure 1: Four layers of expertise

As may be seen in Figure 1, the strategic layer controls
the task layer, which, in turn, applies inferenceswhich use
domain knowledge.

Thestrategy layer of aKADS model isdesignated asthat
part of the KBS where the execution of tasks that will lead
to problem-solving is controlled and directed. Strategic

knowledge may be useful to the KBS in answering such
self-imposed questions as:

¢ “Can | solve this problem?’

e “How do | explain my reasons?'

¢ “Isthe current solution working out?"

e “How do | start looking for another solution?"

e “How can | cooperate with other problem solvers?’

Such reflective reasoning should give rise to more flexible
and sensible application of the problem-solver’s capabili-
ties, taking into account its limitations.

According to [21], however, most systems developed
with KADS only use predetermined or fixed task decom-
position. The strategy layer is, effectively, missing. This
observation wasthe starting point for another Esprit project,
namely REFLECT [3, 1, 16], which attempted to define the
contents of the strategy layer.

Following the REFLECT approach, aconceptual model
of the KBS is constructed, and this is incorporated into
a meta-KBS, which can then reason about the KBS. The
meta-KBS contains, effectively, generic knowledge about
knowledge-based systems. It is simply a knowledge-based
system that knows about knowledge-based systemsin gen-
era. Thusthe metaKBS may itself be described in terms
of thefour layers, at least in part.

Reflective tasks centre on competence assessment and
conseguent attempts at improvement [16]. Examples of
such tasks might be assess and improve which expresses
theideasof self-assessment and improvement procedurally.
The meta-KBS effectively reflects by means of the first of
these tasks and then acts upon its findings by means of the
second.

22 CLOS

CLOS (Common Lisp Object System) [9] is an object-
oriented extension to the standardised Common Lisp [18].
It evolved from previously developed object-oriented ex-
tensions to Lisp. It has a conventional object-orientation,
consisting of objects, attributes (called sl ots), classes, meth-
ods, and so on. The metaobject protocol (MOP) isthename
given to the “executive" aspects of CLOS, that is, how
classes and their behaviour are handled, how methods are
invoked, and so on. Thismetalevel isitself object-oriented,
with its core facilities being as follows:

Metaobjects: The information declared in a CLOS De-
fClass statement could itself be represented as an object
with slots. There is a dot for the class name, one for its
direct superclasses, and so on. The class can be viewed
as a metaobject. It is not an application object represent-
ing some entity in the application domain. Rather, itisa
higher-level object that is processed at the metalevel.

Metaclasses: If theclassisitself an objectinthe meta-level
then, to be consistent with the object-oriented approach,
there must be a meta-class to which it belongs.

M eta-methods: If a method describes the behaviour of all
the objects in a particular class, then a metamethod will
describe the behaviour of all the metaobjectsin a particular
metaclass.



In Chapter 3 of [10], the authors discuss a number of lan-
guage extensions that may be achieved through variations
of the default metaobject protocol. These extensions in-
clude:

¢ Defining specialised metaobject classes, for example,
a Counted-class that records how many instances of a
class of that type have been created.

o Altering the standard class precedence list (for multi-
ple inheritance).

¢ Allowing dlots to have their own attributes (or sub-
dots) and controlling their inheritance.

Each of these extensionsis accomplished, not by extending
Common Lisp, but by varying the structure and behaviour
at the metalevel. By “tapping” into these variations, users
are provided with features that, otherwise, would require
explicit extensions to the language itself. CLOS achieves
its flexibility (or extensibility) in the following way:

e |t makesits own structure and behaviour, ie its meta-
object protocol, visible.

o |t exhibits that internal form using CLOS's own con-
structs.

o It allows the specialisation of that structure and be-
haviour to suit individual user needs.

Thedesignerstried to balance the requirements of allowing
the meta-level to be viewed and modified against the need
to protect it from damage, so that the user may “adjust the
inheritance behavior over awiderange" and yet “ guarantee”
other aspects of inheritance [10].

As another example, the PCLOS system [ 14] has added
database persistence to CLOS objects by subtyping meta-
object classes and selectively shadowing methods that op-
erate on their instances. These implementation changes
comeinto effect without requiring any modificationsto the
existing system code of CLOS.

2.3 Summary

In the following section, we will introduce the R-OK
model in which we have tried to incorporate aspects of
both KADS and CLOS . Featuresthat appealed to usare as
follows:

e KADS has aclear task- and goal-orientation. For an
information system to act in an intelligent way surely
requires that it has some explicit representation of its
aims, its plans to achieve such goals, and how and
when these plans should be put into effect.

e CLOS providesamodel of aprogramming system that
is extendible and malleable. It achieves its ends by
revealing itsinternal processesand structuresin away
that allows them to refined, modified or overridden.

We extend these ideas to take into account the problems of
distributed systems where there is a need for knowledge of
physical aspects such as location and concurrency, as well
as more conceptual aspects such as behaviour and goals.

3 TheR-OK Model

3.1 The gateway metaobjects

In this section, we introduce four special reflective ob-
jects that are used to describe and monitor every object in
the system. These objects provide access to the metalevel
which isitself described in object-oriented terms.

e The state metaobject

This kind of object knows the structure of any asso-
ciated object, whether that object be a domain or a
metal evel object.

e The can metaobject

Thiskind of object knows about the behaviour of any
associated object — it knows what an object can do.

e Theloc metaobject

Thiskind of object knowshow to locate attributes and
execute the methods of an object.

e Theact metaobject

Thiskind of object knows about the activity in which
some group of objectsisinvolved.

Thesefour objectsrepresent agateway from any object into
the metalevel. Each of them represents a different act of
reflection.

To provide concrete exampl esfor thediscussion, wewill
use atypical educational situation in which agroup of peo-
ple undertake a course of study for a semester. The system
will record details of the students enrolled, the assessment
set and submitted, aswell as marks awarded or amended. It
will therefore also need to handle the activities and events
that are likely to occur in such an environment.

We will concentrate on one particular student. Figure 2
shows his student record. Jim has submitted three pieces
of work for assessment. The first two of these have been
marked; heis till waiting on amark for the third.

This record, although it may seem quite cohesive, has
been constructed from three different and distributed data
SOUrces:

e Jim's first and last name, and his student id, have
been extracted from some university-wide student
record system built upon a centrally-located rel ational
database.

So there is aready in existence a set of student “ob-
jects'. Unfortunately, these are not entirely suitable.
Not only do they contain more information than the
lecturer needs, there are limits on the kinds of access
and actions that the lecturer may require.

o Hispicturehasbeen extracted from afile. Thelecturer
has acquired a number of student images, each of
which islocated in a separate image-file.

e Jim'’s results have been captured and stored on the
lecturer’s own workstation.

The lecturer wants to construct a new system that controls
the running of the subject in question, and that keeps track
of results and so on. So, we arein the position of needing
to develop a system to monitor the subject, and where that
system, to some extent, uses pre-existing data.



STUDENT
ld: 014326
First: Jim
Last: Smith

Iltem Submitted Mark

1 8 Sep 80
2 21 Oct 70
3 1 Nov

Figure 2: One view of Jim

3.2 state(Jim)

Thisis an object that knows about the structure or state
of Jim, that is, its attributes and their types.

The state(Jim) metaobject

Context:  Student
Sate:
Attribute Type
[Looks: Image;
Id: Integer;
First: CharString;
Last: CharString;
Results: [Item: Integer] ->
[Submitted: Date; Mark: Integer] ]

Figure 3: Knowledge of structure

TheResults attributeisafunction mapping froman as-
sessment item to arecord of when that item was submitted,
and any mark awarded.

Accordingto Figure 3, the state metaobject isan object
with two attributes: (1) State which is a record type or
scheme, and (2) Context which allows a hame to be given
to the record type.

3.3 can(Jim)

This is an object that knows about Jim's possible be-
haviour, that is, what messages it might be sent and the
structure or pattern associated with each.

From Figure 4, we see that the can metaobject has two
attributes. It has an attribute CanDo which pairs method
names with their specifications. The attribute Context al-
lows a name to be given to this particular set of pairings.
There are three methods in this example, Submit, Award
and Amend. The specification of the Award operation is
presented in terms of four components:

The can(Jim) metaobject

Context:  Student
CanDo:
Name  methodSpecn
Submit ...
Award requires: [item, mark: Integer]
reply: [1]
pre: item in {r:Resultser.Item}
Results(item).Mark is null
post: Results = Resultsg except
Results(item) .Mark = mark
Amend

Figure 4: Knowledge of behaviour

e requires which contains the argument(s) that will
be supplied. In this case, there are two: item which
identifies the item of assessment, and mark which is
the mark to be awarded. Both must be integers.

e reply which says what kind of information, if any,
will bereturned. In this case, there is none.

e pre which is a precondition for the method. In this
case, the student must have submitted the item but not
yet have been awarded.

e post which describes the effect of the operation upon
the object. In this case, the student’s results are un-
changed except for the item in question. The con-
vention used is that attributes with a subscript, eg
Resultsg, represent the value of the attribute before
the operation. Unsubscripted attributes refer to the
value after the operation is finished.

In general, a can object is goal- or ends-oriented. It de-
scribes the effect that each of the methods should have on
the object concerned but not how this effect is achieved.

34 loc(Jim)

This is an object that knows how to synthesize the at-
tributes and how to locate the methods. An attribute is
materialised by sending an appropriate message to some
predetermined sur r ogate object and waiting for aresponse.

These objects know where to go to locate attributes
and/or methods. They answer the question: Do you re-
ally want to know how its done or where to find it? They
allow the particular state of an object, at any time, to be
materialised; and they allow its methods to be executed.

A loc metaobject contains two attributes. Lookup is
a function that maps from a name to an object, one that
may possibly reside at some remote site. In Figure 5, each
student attribute is paired with an object that will handle
requests to retrieve or update the associated attribute.

The Do attribute mapsfrom anameto a procedure—one
that should correctly implement the corresponding method
specification in the can (Jim) object. It might be thought
that the distinction between attributes and methods hasbeen
carried into this object — and so, perhaps, it should be split
intwo. However, for some objects, there might be methods
that are handled through remote procedure calls—in which



The loc(Jim) metaobject
Context: Student
Lookup:
Name Object
Looks surLooks
Id surld
First surFirst
Last surLast
Results surResults
Do:
Name Procedure
Submit ..
Award [item, mark: Integer]
begin
if item not in {r:Resultser.Item}
then
Results(item).Mark := mark
else
error "Mark already awarded!"
end
Amend
InProcess:
name statement status
Amend 12.2 active
Award . pending

Figure 5: Knowledge of location

case, they would appear in Lookup. Conversely, there might
be attributes that are derived procedurally, in which case,
they would appear in the Do function.

35 act(Jim)

Thisisan object that knows about Jim'scurrent activity,
that is, messagesit is still processing, as well as messages
it has sent and for which it is awaiting a response.

Theact(Jim) metaobject

Context:
In:
from for action with place
rogh arl Award [itemis2, markis ] 1
rogh Mary Award [itemis2, markis ] 2
rog Jim Amend [itemis2, markis ]

Student

Pending:
from for action with
rog Jim Award [itemis2, markis ]
rogD June Award [itemis2, markis ]

Figure 6: Knowledge of activity

The act metaobject isgoal- and task-oriented. Itsjobis
to supervise the activity of the one or more objects within
its domain. These objects may or may not be of the same
kind, that is, ones with the same structure and behaviour.
In the example given, they are, but more generally, an act
metaobject may supervise a heterogeneous set of objects

that are collectively attempting to perform some task. For
example, in a building control system, we might have ob-
jectsrepresenting thelighting level and objectsrepresenting
the air-conditioning level, all being monitored by the same
act metaobject. In general, for an object to have an
act( ) meansthat delegates responsibility for (1) the
validation of a message, (2) the timing of its execution,
and (3) possibly the timing of any reply to that message.
For this reason, the act object will need to be aware of
the timing of events such as the receipt and despatch of
messages.
3.6 Meta-Jim

The state and can metaobjects describe the structure
and behaviour of Jim. They provide a specification of the
semantics of thisobject. Theloc and act objectsdescribe
the structure and behaviour of the implementation of Jim.

state-Jim
Specification
Model
can-Jim
Jim
loc-Jim
Implementation
Model
act-Jim

Figure 7: Meta-Jim

What is required to make or materialise the object Jim?
Each of these objects playsarole. We must:

1. Say what attributesit has. Thismay bedoneexplicitly
or by sayingtowhich classit belongs. Such an activity
isequivalent to instantiating state (Jim).

2. Outline its behaviour, ie, instantiate can(Jim).
Again, this may be done either explicitly or by ref-
erence to some metaobject.

3. Describehowtolocate (trigger) these attributes (meth-
ods). Thisisdone by instantiating loc (Jim).

4. Make it dormant, ie, instantiate an empty (inactive!)
act(Jim).

A call to make Jim will involvethe above steps.

4 Sef-explanation

If we adopt the principlethat every object, whether from
the domain level or the metalevel, should be explainable
through the four metaobjectsjust described, then we should
be able to have such objects as state(state(Jim)),
state(can(Jim)),loc(loc(Jim)) and so on. SeeFig-
ure 8. In doing so, we test the utility of the model because



the general worth of these meta-objects will be determined
by how usefully they may be combined:

¢ How well do the combinations cover the range of ac-
tivities and data required by metalevel processing? Is
there processing that is not described, ie, isthe model
complete?

o Arethere combinationsthat are nonsensical? Alterna-
tively, can two different metaobjects perform the same
function, ie, isthe model consistent?

More than that we must also consider how to stop there
being an infinite number of metaobjects.

state-Jim state-can-Jim
can-Jim can-can-Jim
Jim
loc-Jim loc-can-Jim
act-Jim act-can-Jim

Figure 8: Meta-Meta-Jim

State-metaobjects: These are objects that know the struc-
ture of any associated object, whether that object be a do-
main or a metalevel object.

state(state(Jim)): A state object, typicaly, hastwo
attributes onte t and State. A state(state) object
can be no different, in that regard. The only difference will
be the specific values of these attributes.

Thestate(state) metaobject

Context:  State
Sate:
Attribute Type
[Context: CharString;
State: Rec ypel

A state(state(state)) metaohject will beno different,
hence we can have it refer back to itself.

state(can(Jim)): This object knows the structure of
can(Jim).

The state(can) metaobject

Context:
Sate:

ehaviour

Attribute Type

[Context: CharString;

CanDo: [ ame: CharString; Requires: Rec ypel
->

[Reply: Rec ype; re, ost: oolean]]

It comes under the general context or heading of behaviour.

state(loc(Jim)): This object knows the structure of
loc(Jim) —the object that may be used to physically ma-
terialise Jim's attributes and execute its methods.

The state(loc) metaobject

Context:  Location
Sate:
Attribute Type
[Context: CharString;
Lookup: [Feature:CharStringl->

[Surrogate: b ect];
Do: [Feature:CharStringl->
[Argument: Rec ype; Method:
set [Feature: CharString;
Statement: Integer;
Status: CharString] ]

rocedure] ;
In rocess:

It knows, in general terms, about location. That term is
used to cover physical location, procedures and any current
execution of these procedures.

state(act(Jim)): This object knows the structure of
act (Jim).

The state(act) metaobject

Context: oal

Sate:
Attribute Type
[Context: CharString;
In: seqMessage;
ending: set Message]

It knows, in general terms, about goals, in the sense that
it knows about the goals of Jim, if it has any, and of any
object that sharesits goals with Jim.

Can-metaobjects. These objects know about the be-
haviour of any associated object — they know what it can
do.

can(state(Jim)): What can state(Jim) do? Thisis
recorded here. The kind of functionality that we might
expect isdiscussed in [2, 8].

e Add an attribute.

e Remove an attribute.

e Modify an attribute’stype.



e Changethe name of an attribute.

If we don’'t have these actions then the state of Jim cannot
change or evolve, athough it may be possible to enable
change at some later time.

can(can(Jim)): This object describeswhat a can object
can do.

o Add amessage (type).
¢ Remove a message (type).

¢ Modify amessage (pattern) in some way, for example,
its name or arguments.

can(loc(Jim)): Thisobject describeswhat aloc object
can do.

e Execute a method.
e Send amessage off to retrieve an attribute.
¢ Send amessage to change the value of an attribute.

can(act (Jim)): Thisobject describeswhat an act object
can do. Since an act object monitors the activity of the
object Jim, itstasks will beto:

e Receive amessage and placeit inthe n queue.
e Despatch amessage to be “executed”.

L oc-metaobjects. These objects know where to go to lo-
cate attributes and/or methods.

loc(state(Jim)): This object describes how to locate
the state(Jim) object. If Jim isto evolve structuraly at
some stage, then this object will be directly involved.

loc(can(Jim)): This object describes how to locate the
can(Jim) object. If Jim is to evolve behaviourally then
this object will beinvolved.

loc(loc(Jim)): This object enables us to locate the
loc(Jim) object. Thisis a particularly important object
since, in effect, it isthe object that knows how to locate the
code that makes up the interpreter.

loc(act(Jim)): Thisis also an important object since it
isthe object that knows how to run the system (although at
alow level).

Act-metaobjects. These objects know about the current
activity surrounding other objects.

act(state(Jim)): This object knows about the activity
of state(Jim). If state (Jim) knowsabout the structure
of Jim, then act (state(Jim)) knows about any current
attemptsto change the structure of Jim.

act (can(Jim)): Thisobject knowsabout current changes
to the (allowable) behaviour of Jim.

act (loc(Jim)): Thisobject knowsabout activity involv-
ing the location of Jim's attributes and the execution of its
methods.

act (act(Jim)): This object knows about the activity of
act (Jim). It would seem reasonable to say that:

act(act(Jim)) act(Jim)

These possible combinations of metaobjects
cover many of the activities that we might typicaly ex-
pect to see in the specification, implementation, execution
and evolution of an information system. the combinations
range from the highly stable state(state) metaobject
to the highly active (hyperactive!) act (act) metaobject.
The discussion in this section has concentrated on its ap-
pearance as seen by one object Jim. Figure 9 summarises
the metalevel in general terms.

5 Summary and conclusions

Inthis paper we have highlighted the salient components
of the Reflective Object Knowledge (ROK) Model which
providescoordinated access and sharing to anumber of dis-
tributed autonomousknowl edge- and/or data-based sources
and applications.

More specifically, we concentrated on the reflective as-
pectsof thismodel and illustrated that reflectivity in object-
oriented databases is a natural consequence of the use of
objects to both represent database constructs as well as
the entities of the external problem domain. In reflective
object-oriented databases, an object may be causally con-
nected with meta-objects which convey information about
or control the implementation and interpretation of their
respective domain objects. Meta-object protocols can pro-
vide a succinct specification of the execution semantics of
classes and objects. In each information system which
comes wrapped with this model, every object is described
and monitored by means of a group of four metaobjects.
The combination of these metaobjects provides the means
to describe the structure and behaviour of domain objects,
synthesize aggregate virtual objectsout of avariety of sim-
pler inter-related objects and monitor object activities such
as the handling of concurrent messages. Hence, reasoning
and computation on the meta-object level may subsequently
alter the pre-specified behaviour or computation of domain
objects.

In summary, a reflective object protocol for object-
oriented database systems offers a flexible framework for
providing structured descriptions and coordinated execu-
tion of several reflective distributed computing tasks such
as obj ect communication and method dispatching to remote
objects, object synthesis and composition, object tranda-
tion facilities and distributed object implementation poli-
cies.
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